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regression
Prediction
Predict it.

Regression is an incredibly powerful statistical tool that, when used correctly, has the
ability to help you predict certain values. When used with a controlled experiment,
regression can actually help you predict the future. Businesses use it like crazy to help
them build models to explain customer behavior. You're about to see that the judicious

use of regression can be very profitable indeed.

What are you going to do with all this money? 280
An analysis that tells people what to ask for could be huge 283
Behold... the Raise Reckoner! 284
Inside the algorithm will be a method to predict raises 286
Scatterplots compare two variables 292
A line could tell your clients where to aim 294
Predict values in each strip with the graph of averages 297
The regression line predicts what raises people will receive 298
The line is useful if your data shows a linear correlation 300
You need an equation to make your predictions precise 304
Tell R to create a regression object 306
The regression equation goes hand in hand with your scatterplot 309
The regression equation is the Raise Reckoner algorithm 310
Your raise predictor didn’t work out as planned... 313
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error
Err well

The world is messy.

So it should be no surprise that your predictions rarely hit the target squarely. But if
you offer a prediction with an error range, you and your clients will know not only
the average predicted value, but also how far you expect typical deviations from
that error to be. Every time you express error, you offer a much richer perspective
on your predictions and beliefs. And with the tools in this chapter, you'll also learn

about how to get error under control, getting it as low as possible to increase

confidence.
Your clients are pretty ticked off’ 316
What did your raise prediction algorithm do? 317
The segments of customers 318
The guy who asked for 25% went outside the model 321
How to handle the client who wants a prediction outside the data range 322
The guy who got fired because of extrapolation has cooled off 327
You've only solved part of the problem 328
What does the data for the screwy outcomes look like? 329
Chance errors are deviations from what your model predicts 330
Error is good for you and your client 334
Chance Error Exposed 335
Specify error quantitatively 336

Payoffs for negotiators Quantify your residual distribution with Root Mean Squared error 337

Your model in R already knows the R.M.S. error 338

R’s summary of your linear model shows your R.M.S. error 340

Segmentation is all about managing error 346

H] Good regressions balance explanation and prediction 350
£ Your segmented models manage error better than the original model 352
Your clients are returning in droves 357
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relational databases
Can you relate?

How do you structure really, really multivariate data?

contents

A spreadsheet has only two dimensions: rows and columns. And if you have a

bunch of dimensions of data, the tabular format gets old really quickly. In this

chapter, you’re about to see firsthand where spreadsheets make it really hard

to manage multivariate data and learn how relational database management

systems make it easy to store and retrieve countless permutations of multivariate

data.

The Dataville Dispatch wants to analyze sales

Here’s the data they keep to track their operations

You need to know how the data tables relate to each other

A database is a collection of data with well-specified relations to each other
Trace a path through the relations to make the comparison you need
Create a spreadsheet that goes across that path

Your summary ties article count and sales together

Looks like your scatterplot is going over really well

Copying and pasting all that data was a pain

Relational databases manage relations for you

Dataville Dispatch built an RDBMS with your relationship diagram
Dataville Dispatch extracted your data using the SQL language
Comparison possibilities are endless if your data is in a RDBMS

You’re on the cover
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cleaning data
Impose order

Your data is useless...

...if it has messy structure. And a lot of people who collect data do a crummy job

of maintaining a neat structure. If your data’s not neat, you can’t slice it or dice it,

run formulas on it, or even really see it. You might as well just ignore it completely,

right? Actually, you can do better. With a clear vision of how you need it to look
and a few text manipulation tools, you can take the funkiest, craziest mess of

data and whip it into something useful.

Just got a client list from a defunct competitor

The dirty secret of data analysis

Head First Head Hunters wants the list for their sales team
Cleaning messy data is all about preparation

Once you're organized, you can fix the data itself

Use the # sign as a delimiter

Excel split your data into columns using the delimiter

Use SUBSTITUTE to replace the carat character

You cleaned up all the first names

The last name pattern is too complex for SUBSTITUTE

Handle complex patterns with nested text formulas

R can use regular expressions to crunch complex data patterns
The sub command fixed your last names

Now you can ship the data to your client

Maybe you’re not quite done yet...

Sort your data to show duplicate values together

The data is probably from a relational database

Remove duplicate names

You created nice, clean, unique records

Head First Head Hunters is recruiting like gangbusters!

Leaving town...
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Surveys

Confidence intervals
Standard error
Sample averages

The multiplication rule
Independence
The binomial formula
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The Top Ten Things (we didn’t cover)

You’ve come a long way.

But data analysis is a vast and constantly evolving field, and there’s so much left the

learn. In this appendix, we’ll go over ten items that there wasn’t enough room to cover

in this book but should be high on your list of topics to learn about next.

#1: Everything else in statistics 418
#2: Excel skills 419
#3: Edward Tufte and his principles of visualization 420
#4: PivotTables 421
#5: The R community 422
#6: Nonlinear and multiple regression 423
#7: Null-alternative hypothesis testing 424
#8: Randomness 424
#9: Google Docs 425
#10: Your expertise 426

The null and the alternative
t-Test
Tests of significance Chi Squared Test
Sampling z-Test

Statisties not tovered in

The law of averages

Head FW‘S‘E Da’&a Ah&"/SIS hance Probability histograms
variability The normal approximation
Box models
Probability
( 3
{ Lots and lots of other stuff... 1‘
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install r
Start R up!

Behind all that data-crunching power is enormous
complexity.

But fortunately, getting R installed and started is something you can accomplish in

just a few minutes, and this appendix is about to show you how to pull off your R

install without a hitch.

Get started with R
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install excel analysis tools
The ToolPak
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Some of the best features of Excel aren’t installed by

default.

That's right, in order to run the optimization from Chapter 3 and the histograms from

Chapter 9, you need to activate the Solver and the Analysis ToolPak, two extensions

that are included in Excel by default but not activated without your initiative.

Install the data analysis tools in Excel
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