T've run out of patience.
I like CFO's argument.
Cut prices and see what
happens.

experiments

The Starbuzz CEQ
is in a big hurry

And he’s going to pull the trigger
whether you’re ready or not!

Let’s see how his gambit works out...
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cheaper coffee

Starbuzz drops its prices

Taking a cue from the CFO, the CEO ordered
a price drop across the board for the month of

February. All prices in all Starbuzz stores are
reduced by $0.25.

$3.75

Will this change create

a spike in sales?

How will you know?
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One wmonth later...

Great! Our board was upset at lowering
prices, but look how well it went. Now T
need fo know how much more money we
made as a result of the move.

Average store revenue per day New pricing

T

Old priting

o

Daily
Sales

\

Day

N

Heve's wheve
we s{:arlccd
the ?romo{jon-

It'd be nice to know how much extra Starbuzz earned in February that they wouldn't
have earned if prices hadn’t been dropped. Do you think sales would have the data to
help figure this out? Why or why not?

you are here » 57



baseline

Does sales have the data that would help you figure out how much more money you
made off the cheaper $3.75 coffee?

Exegcise

Control groups give you a baseline

You have no idea how much extra you made. the

Sales could have skyrocketed relative to what 8 h 1 J Co

they would have been had the CEO not cut c 0 ar s Yner
prices. Or they could have plummeted. You
just don’t know.

Control group A group of treatment
sub\')cc{:s that vepresent the status quo,
By not veeeiving any new treatment.

&

You don’t know because by slashing prices
across the board the CEO failed to follow the
method of comparison. Good experiments

always have a control group that enables the
analyst to compare what you want to test with
the status quo.

the voof if Starbuzz had

Sales ¢ould have gone through \ -
maintained status quo. _

What a control group
might have looked like.

Daily
Sales

v
- - . - k Sales tould have fallen
‘u\\rough the floor.

Day

No control group means no comparison.
No comparison means no idea what Lappenec[.
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Q- Can’t we compare February’s sales
with January’s sales?

A: Sure, and if all you're interested in is
whether sales in February are higher than
January, you'll have your answer. But without
a control, the data doesn’t say whether your
price-cutting had anything to do with it.

Q: What about comparing this
February’s sales with last year’s
February’s sales?

A: In this question and the last one you're
talking about using historical controls,
where you take past data and treat it as the
control, as opposed to contemporaneous
controls, where your control group has

its experience at the same time as your
experimental group. Historical controls
usually tend to favor the success of whatever
it is you're trying to test because it's so hard
to select a control that is really like the group
you're testing. In general, you should be
suspicious of historical controls.

Q,: Do you always need a control? Is
there ever a case where you can get by
without one?

A: Alot of events in the world can't

be controlled. Say you're voting in an
election: you can't elect two candidates
simultaneously, see which one fares better
relative to the other, and then go back and

therejare no
Dumb Questions

elect the one that is more successful. That's
just not how elections work, and it doesn't
mean that you can’t analyze the implications
of one choice over the other. But if you could
run an experiment like that you'd be able to
get a lot more confidence in your choice!

Q_: What about medical tests? Say you
want to try out a new drug and are pretty
sure it works. Wouldn’t you just be letting
people be sick or die if you stuck them

in a control group that didn’t receive
treatment?

A: That's a good question with a
legitimate ethical concern. Medical studies
that lack controls (or use historical controls)
have very often favored treatments that are
later shown by contemporaneous controlled
experiment to have no effect or even be
harmful. No matter what your feelings are
about a medical treatment, you don't really
know that it's better than nothing until you do
the controlled experiment. In the worst case,
you could end up promoting a treatment that
actually hurts people.

Q: Like the practice of bleeding people
when they were sick?

A: Exactly. In fact, some of the first
controlled experiments in history compared
medical bleeding against just letting people
be. Bleeding was a frankly disgusting
practice that persisted for hundreds of years.
We know now that it was the wrong thing to
do because of controlled experiments.

experiments

Q,- Do observational studies have
controls?

A: They sure do. Remember the definition
of observational studies: they're studies
where the subjects themselves decide what
group they're in, rather than having you
decide it. If you wanted to do a study on
smoking, for example, you couldn't tell some
people to be smokers and some people

not to be smokers. People decide issues
like smoking on their own, and in this case,
people who chose to be nonsmokers would
be the control group of your observational
study.

Q: I've been in all sorts of situations
where sales have trended upwards in
one month because we supposedly

did something in the previous month.
And everyone feels good because we
supposedly did well. But you're saying
that we have no idea whether we did
well?

A: Maybe you did. There’s definitely

a place for gut instincts in business,

and sometimes you can't do controlled
experiments and have to rely on
observational data-based judgements. But
if you can do an experiment, do it. There's
nothing like hard data to supplement your
judgement and instincts when you make
decisions. In this case, you don't have the
hard data yet, but you have a CEO that
expects answers.

The CEQ still wants to know how much

extra money the new strategy mac[e...

How will you answer his rec[uest?
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communication pitfalls

Jim: The CEO asked us to figure out how
much money we made in February that we
wouldn’t have made if we hadn’t cut costs.
We need to give the guy an answer.

Frank: Well, the answer is a problem. We
have no idea how much extra money we
made. It could have been a lot, but we could
have lost money. Basically, we’ve fallen flat
on our faces. We’re screwed.

Joe: No way. We can definitely compare the

revenue to historical controls. It might not be
statistically perfect, but he’ll be happy. That’s
all that counts.

Frank: A happy client is all that counts?
Sounds like you want us to sacrifice the war
to win the day. If we give him the wrong
answers, it’ll eventually come back on us.

Joe: Whatever.

Frank: We’re going to have to give it to him
straight, and it won’t be pretty.

Jim: Look, we’re actually in good shape

here. All we have to do is set up a control
group for March and run the experiment
again.

Frank: But the CEO 1s feeling good about
what happened in February, and that’s
because he has the wrong idea about what

happened. We need to disabuse him of that
good feeling.

Jim: I think we can get him thinking clearly
without being downers about it.
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Not getting fired 101

Having to deliver bad news is part of being a
data analyst. But there are a bunch of different
ways of going about delivering the same
information.

Let’s get straight to the point. How do you
present bad news without getting fired?

We've blown our brains
out. Catastrophic

meltdown. Please don't
fire me.

You're right! Sales
are rocking and rolling.
We're up 100%. You're a
genius!

Option 2: The news is
bad, so let’s panic!

Option 1: There is
no bad news.

experiments

The best data analysts
know the right way
to deliver Potentially

upsetting messages.

This event doesn't give us
the information we want,
but the good news is that
I know how we fix it.

Option 3: There’s bad
news, but if’ we use it
correctly it’s good news.

Which of these approaches
won’'t get you fired...

Today?
Tomorrow?

Tor your next gig?
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a better experiment

for realt
Let’s experiment again

We’re running the experiment again for the From: CEO, Starbuzz
month of March. This time, Marketing To: Head First
divided the universe of Starbuzz stores into Subject: Need to re-run experiment

control and experimental groups | get the picture. We still have two

The experimental group consists of stores months before the board meeting.
from the Pacific region, and the control group Just do what you need to do and get
consists of stores from the SoHo and Mid- That was a it right this time.

Atlantic regions. tlose onc,’

Experimental Group
Pacific region

Control Group
SoHo and Mid-Atlantic
regions

Keep this price

$4.00 $4.00
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One month later...

Things aren’t looking half bad! Your
experiment might have given you the answer
you want about the effectiveness of price
cutting.

Average store revenue per Jay

Expevimental 9roup

Daily
Sales

If we're going to tell the
CEO, we'd better be sure
there aren't confounders
like we had in the past.

P Are there confounders?
Remember, a confounder is a
difference among the groups in your
study other than the factor you’re
trying to compare.

Look at the design on the facing page and the results above.
Could any of these variables be confounding your results?

N -'g&&l’?&ﬂ your pencil

Culture Location
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confounded

N .-Q&arpen your pencil

& %lutmn Is it possible that these variables are confounding your results?

Culture Location

Coffee temperature Weather

This should be the same everywhere, too. Could be! Weather is part of location.

Confounders also e o e o e bsbmert
plague experiments \

Just because you’ve stepped out of the world

Control group

of observational studies to do an experiment : SoHo and Mid-Atlantic stores

you’re not off the hook with confounders.

In order for your comparison to be valid, your
groups need to be the same. Otherwise,
you’re comparing apples to oranges!

Split stoves into
9grroups b\/ chion

ottt ¥> . Experimental group .
. . Pacific stores .
" AllStarbuzz
. Customers

Confeunding Up Clase

Your results show your experimental group making more
revenue. It could be because people spend more when the coffee
cost less. But since the groups aren’t comparable, it could
be for any number of other reasons. The weather could be keeping
people on the east coast indoors. The economy could have taken off
in the Pacific region. What happened? You’ll never know, because
of confounders.
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experiments

Avoid confounders by
selecting groups carefully peeereseenaes

. Control group :

Just as it was with observational studies,
avolding confounders is all about splitting the

: Experimental group :

stores into groups correctly. But how do you

do it? : All Starbuzz

Customers

What's the best
way of splitting?

— apharpen your pencil
\ % Here are four methods for selecting groups. How do you think

each will fare as a method for avoiding confounders. Which one
do you think will work best?

Charge every other customer differently  ....ooooiii i
as they check out. That way, half of your
customers are experimental, half are

control, and location isn't a confounder.

Use historical controls, making all the ..o
stores the control group this month and
all the stores the experimental group
next month.

Randomly assign different StOres t0 oeeiiiiniiiii i
control and experimental groups.

Divide big geographic regions into small  .....oiiiii i
ones and randomly assign the micro-
regions to control and experimental
groups.
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randomization

_ @aoharpen your pencil
N f&" 4 SclEtiun

Charge every other customer differently
as they check out. That way, half of your
customers are experimental, half are

control, and location isn't a confounder.

Use historical controls, making all the
stores the control group this month and
all the stores the experimental group next
month.

Randomly assign different stores to
control and experimental groups.

Divide big geographic regions into small
ones and randomly assign the micro-
regions to control and experimental
groups.

Which method for selecting groups do you think is best?

66

Looks like there is sometlling
to this randomization method.
Let's take a closer look...




experiments

Randowization selects
similar groups

Randomly selecting members from your pool
of subjects is a great way to avoid confounders.

What ends up happening when you randomly
assign subjects to groups is this: the factors that
might otherwise become confounders end up
getting equal representation among your
control and experimental groups.

Control
groups

Experimental
groups

Heve's Your ovevall vegion.

.

Micro Micro

region region Micro
Micro region Mlgro
Micro Micro region region
region region

Micro
] region . Micro
Micro Micro Micro \\ /" Micro . Micro region
region . =t . Micro region
region 9 region region
Micro Micro
region . .
Micro rl\glcir)z Micro regen
Micro region 9 Fegion
region
rlr'ci:)?'n Micro Micro
9 region region

Mid-Atlantic

By selecting members of
your groups randomly,
the groups will be like
each other and therefore
comparable.

Each mitro—vegion will tend to
have the same thavacetevistices
as the other miero—regions.



random
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Randoemness Exposed

This week’s interview:
OMG that was so random!

Head First: Randomness, thank you for joining us.
You're evidently a big deal in data analysis and it’s
great to have you.

Randomness: Well, my schedule from one second
to the next is kind of open. I have no real plan per se.
My being here is, well, like the roll of the dice.

Head First: Interesting. So you have no real plan or
vision for how you do things?

Randomness: That’s right. Willy-nilly is how I
roll.

Head First: So why are you useful in experimental
design? Isn’t data analysis all about order and
method?

Randomness: When an analyst uses my power to
select which experimental and control groups people
or stores (or whatever) go into, my black magic makes
the resulting groups the same as each other. I can
even handle hidden confounders, no problem.

Head First: How’s that?

Randomness: Say half of your population is
subject to a hidden confounder, called Factor X.
Scary, right? Factor X could mess up your results big
time. You don’t know what it is, and you don’t have
any data on it. But it’s there, waiting to pounce.

Head First: But that’s always a risk in observational
studies.

Randomness: Sure, but say in your experiment
you use me to divide your population into
experimental and control groups. What’ll happen

1s that your two groups will end up both containing
Factor X to the same degree. If half of your overall

population has it, then half of each of your groups
will have it. That’s the power of randomization.

Head First: So Factor X may still affect your
results, but it’ll affect both groups in the exact same
way, which means you can have a valid comparison
in terms of whatever it is you're testing for?

Randomness: Exactly. Randomized controlled
is the gold standard for experiments. You can do
analysis without it, but if you have it at your disposal
you’re going to do the best work. Randomized
controlled experiments get you as close as you can
get to the holy grail of data analysis: demonstrating
causal relationships.

Head First: You mean that randomized controlled
experiments can prove causal relationships?

Randomness: Well, “proof” is a very, very strong
word. I’d avoid it. But think about what randomized
controlled experiments get you. You’re testing two
groups that are identical in every way except in the
variable you're testing, If there’s any difference in
the outcome between the groups, how could it be
anything besides that variable?

Head First: So how do I do randomness? Say 1
have a spreadsheet list I want to split in half] selecting
the members of the list randomly. How do I do it?

Randomness: Easy. In your spreadsheet program,
create a column called “Random” and type this
formula into the first cell: =RAND(). Copy and paste
the formula for each member of your list. Then sort
your list by your “Random” column. That’s it! You
can then divide your list into your control group

and as many experimental groups as you need, and
you’re good to go!



experiments

N -{Q&[’P&ﬂ your penci

It's time to design your experiment. Now that you understand
observational and experimental studies, control and
experimental groups, confounding, and randomization, you
should be able to design just the experiment to tell you what you
want to know.

What are you trying to demonstrate? Why?

Hey! You should add
an experimental group

for persuading people that
Starbuzz is a good value. That
way we'll know who's right—me
or the CFO!
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design

_ & S_Iﬁrpen your pencil
\ N &Iutmn You've just designed your first randomized controlled experiment.
- Will it work as you had hoped?

What are you trying to demonstrate? Why?

70



Your experiment is ready fo go

Before we run it, let’s take one last
look at the process we’re going
through to show once and for all
which strategy is best.

Split the
listinto
microregions

Assign the
microregions
randomly to control
and experimental
groups

— T

experiments

quo for a month

Control: maintain the status

Experimental group #1:
drop prices for a month

Experimental group #2:
persuade customers that
Starbuzz is a value for a
month

T~

Collect the
results

Analyze the results by
comparing the groups
to each other

G

7



review

The results are in

Starbuzz set up your experiment and let it run
over the course of several weeks. The daily
revenue levels for the value persuasion group
immediately went up compared to the other
two groups, and the revenue for the lower
prices group actually matched the control.

Average store
revenue per Jay

Daily
Sales -

Looks like this s{:\raJccg\/ is the winner!

Value persuasion
group

- Lower prices group

%\A

Control group

The ycr(:ormandc diffeventes
showed themselves immediately.

Here's where the experiment began. /

This chart 1s so useful because it makes an
excellent comparison. You selected identical
groups and gave them separate treatments, so
now you can really attribute the differences in
revenue from these stores to the factors you’re
testing:

72

Day

Theve doesn't seem to be a vevenue .
difference between these two strategies.

These are great results!

Value persuasion appears to result in
significantly higher sales than either lowering
prices or doing nothing. It looks like you have
your answer.
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Starbuzz has an ewmpirically
tested sales strategy

When you started this adventure in experiments, Starbuzz
was 1n disarray. You carefully evaluated observational survey
data and learned more about the business from several bright
people at Starbuzz, which led you to create a randomized
controlled experiment.

That experiment made a powerful comparison, which
showed that persuading people that Starbuzz coffee is a more
effective way to increase sales than lowering prices and doing
nothing.

I'm really happy about this finding!
I'm giving the order to implement
this strategy in all our stores. Except
for the SoHo stores. If the SoHo
customers are happy to spend more,
let them!
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